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Abstract



Four experiments compare lay causal attributions and recommenda-
tions to share data following expected or unexpected outcomes of a sci-
entific experiment in hindsight and in foresight. Participants read short
vignettes about a hypothetical scientific experiment, taken from Slovic
and Fischhoff (1977). Experiment One replicated results from that
study, finding that research results seem more likely to replicate when
they have been observed (in hindsight), compared to when they are
just possibilities (in foresight). In Experiments Two A-C and Experi-
ment Three, participants attributed unexpected results to methodolog-
ical problems when structured attributions were specific about those
problems or attributions were elicited in an open-ended format. In both
foresight and hindsight, participants who made diffuse predictions for
future observations from the same experiment, or spread their causal
attributions out evenly over multiple causes, recommended not pub-
lishing the data more often. Both causal attributions and data sharing
recommendations were similar in foresight and hindsight. Experiment
Four found that considering an explanation prior to observing an ex-
perimental result increases the explanation’s credibility–if it is compat-
ible with the outcome. The results suggest that people might do well
to adopt alternative hindsight perspectives in foresight to understand
how they will eventually “explain away” unexpected results as due to
error, and that transparent data sharing can be promoted by consider-
ing how seemingly diffuse results may be informative to others, given
that carefully designed experiments can still yield surprises.
Keywords: Hindsight Bias; Confirmation Bias; File-Drawer Problem;
Data Sharing; Causal Reasoning

Every experiment has the potential for unexpected results—otherwise it would
not be worth conducting.1 When surprises arise, scientists need to account for them.
Those results may suggest new theories. Or, they may just raise questions about

1We thank the late Robyn Dawes for reminding us of this principle.

All materials and data, including completely reproducible statistical analyses using R and
Sweave, can be obtained from the first author’s Dataverse at http://hdl.handle.net/1902.1/

14819. Open lab notebook can be obtained at http://openwetware.org/wiki/User:Alexander

_L._Davis. We would like to thank NSF for the dissertation enhancement grant. Thank you to
John Sperger and Terence Einhorn for help collecting the data
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the soundness of the experimental design—and the auxiliary hypotheses needed to
interpret the data that it produces (Lakatos, Worrall, & Currie, 1980). In Psy-
chology, those questions might include whether research participants understand the
instructions and stimuli as intended, whether the set-up conveyed unintended clues
or incentives, and whether mistakes were made in data entry or statistical analysis.
The weaker the empirical or theoretical support for these assumptions, the more
the interpretation of unexpected results must rely on scientific judgment (Fischhoff,
Welch, & Frederick, 1999).

The need to make such inferences acknowledges that every study requires an
assessment of construct validity, as researchers simultaneously evaluate their sub-
stantive theories and their methodological assumptions (Shadish, Cook, & Campbell,
2002). Unexpected results require particularly judicious assessments. If researchers
accept those results uncritically, then they may allow flawed methods to undermine
valuable theories. If researchers challenge the methods hypercritically, then they may
unreasonably defend flawed theories. Surprising results should shake researchers’ con-
fidence in their scientific judgment, given that they already answered these questions
as best they could when designing a study.

The history of Physics provides a famous example of making progress by dis-
counting surprising experimental results. While attempting to measure the charge of
an electron, Nobel laureate R.A. Millikan discarded multiple unexpected data points,
confidently attributing them to error in his experimental apparatus. Most of those
instances occurred during an ambiguously defined “warm-up period” where he “grad-
ually refined his apparatus and technique in order to make the best measurements.”
(Goodstein, 2000, p. 13) However, Millikan also rejected later (post-warm-up) ob-
servations where “there were no obvious experimental difficulties that could explain
the anomaly.” He attributed these anomalies to nothing more explicit than “some-
thing wrong with the thermometer.” (Franklin, 1997, p. 13) Later research found
that Millikan’s intuitions were generally right, even though he did not articulate
reasons for them—and, indeed, could not have known the source of the anomalies
given scientific knowledge at the time. (His experimental apparatus was unreliable
with charges greater than 30e.) Had Millikan pursued the anomalies, he would have
delayed studies that made important contributions to Physics, despite their flaws.

As in Millikan’s case, it may be necessary to “explain away. . . odd results” in
order to avoid having research “instantly degenerate into a wild-goose chase after
imaginary fundamental novelties.” (Michael Polanyi quoted by Gorman, 1992, p.
63) Psychological research has identified processes that can support and undermine
such judgments. On the one hand, surprising results can induce a greater subjec-
tive need for better explanations, prompting deeper probing and reflection (Risen,
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Gilovich, & Dunning, 2007; Roese & Olson, 1996). On the other hand, such re-
sults can prompt “explaining away” results that disconfirm favored theories by un-
fairly attacking auxiliary hypotheses (Kunda, 1990), leading to explicit rejection of
anomalous data (Chinn & Brewer, 1993; Joshua & Dupin, 1987).

In a less happy example from Physics, Rene Blondlot’s purported discovery of
a new type of electromagnetic radiation, called n-rays, “touched off a wave of self-
deception that took years to subside.” (Klotz, 1980, p. 170) His supporters included
respected physicists who uncritically reported expected effects when they placed n-
ray sources (e.g., gas burners used for lighting, heated silver or sheet iron) in front of
electric spark generators, while accusing scientists who failed to observe those effects
(Wood, 1904) of poor training.

Both Millikan and Blondlot attributed unexpected results to measurement er-
ror. Such error model explanations include attributing unexpected data to uncon-
trolled, unintended, or unknown experimental artifacts.2 Error models are mech-
anistic, as they specify the procedures and processes that bring about unexpected
experimental results (Keil, 2006). These explanations can constrain problems by tak-
ing advantage of “explanatory preferences” for simplicity or unification (Lombrozo,
2012). In this way error models can guide learning by capturing valid intuitions, keep-
ing science moving until deeper understanding arrives (Lombrozo & Carey, 2006), as
with Millikan. However, as in the case of Blondlot and his supporters, error mod-
els can also immunize hypotheses against valid challenges from disconfirming data
(Gorman, 1989, 1992, 2005; Penner & Klahr, 1996), by such psychological mecha-
nisms as blaming the method (Dunbar, 2001), biased assimilation (Lord, Ross, &
Lepper, 1979), confirmation bias (Klayman & Ha, 1989), and belief perseverance
(Nickerson, 1998).

Error models can be created in foresight (for potential surprises) or hind-
sight (for actual ones). The voluminous research on hindsight bias (Blank, Nestler,
Von Collani, & Fischer, 2008; Christensen-Szalanski & Willham, 1991) suggests that
the two perspectives will produce rather different explanations. In hindsight, ex-
planations will naturally focus on the observed outcome, whereas foresight will con-
sider possible outcomes (Slovic & Fischhoff, 1977). Accounts of hindsight bias can
be derived from many theories of human memory, judgment, and formal reason-
ing, including mental model “rejudgments” (Hawkins & Hastie, 1990), q-morphisms
(Holland, Holyoak, & Nisbett, 1989), sense-making (Pezzo, 2003), causal judgment
(Roese, 1997), Bayes nets (Koller & Friedman, 2009), and causal models (Glymour,

2More technically, an error model is a causal explanation that renders the substantive theory
conditionally independent of the data when invoked, thus making the data not informative for the
theory.
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2003; Griffiths & Tenenbaum, 2009). In general, the psychological evidence on hind-
sight bias echoes the creeping determinism account originally proposed by Fischhoff
(1975), in which learning about an outcome modifies one’s prior beliefs in ways that
make that outcome seem more likely.

Treating expected and unexpected results differently creates the risk of accept-
ing weak but welcome results uncritically, while learning too little from potentially
informative surprises—leading to“well-intentioned scientists making well-intentioned
(although biased) decisions. . . leading to incorrect results” (Spellman, 2012, p. 58).
The Large Interferometer Gravitational-wave Observatory (LIGO) represents one
ambitious attempt to reduce that risk. Members of this “big science” project specify
a priori rules for removing spurious data prior to statistical analysis, so that these
decisions are not unduly affected by the data themselves (Christensen, Shawhan,
Gonzlez, et al., 2004; Christensen, 2005). Those rules seek to balance those sci-
entists’ desire to include as many of their (very expensive) observations as possible,
while excluding spurious ones that could undo their work. However, even in that ma-
ture science, it is hard to anticipate all possible problems (e.g., a private plane flying
into the restricted air space over an interferometer, perturbing the observations),
making some post hoc interpretation inevitable.

Excluding data is straightforward when outright fabrication is discovered
(Crocker & Cooper, 2011). It is much harder in the situations usually faced by
scientists, where, “data are not published in good journals, or even in bad journals”
but instead are “sitting in my file drawer” (Spellman, 2012, p. 58), after being re-
jected because they “didn’t work [or were] pilot studies” (p. 58). Open-access data
advocates (e.g., Nosek & Bar-Anan, 2012) argue that all data must be shared, so
that the community of scientists can evaluate their relevance directly and discern the
“story of the failures that make the successes possible” (Bradley, 2007, p. 15). Some
claim that unshared data are “experimental failures” (Everts, 2006, p. 24). Yet, for
working researchers to adopt these norms, they need to feel that they are more like
Blondlot (potentially mistaken) than Millikan (potential Nobel laureates). They also
need peers who value learning from failures as well as successes.

A priori data sharing rules are needed most when the differences are greatest
between the error models produced in foresight and hindsight, that is, when the
evidence disconfirms researchers’ hypotheses, prompting them to generate flexible
alternative hypotheses that may overfit the data (Kerr, 1998; Simmons, Nelson,
& Simonsohn, 2011). Hindsight makes new data seem obvious or uninformative
(Slovic & Fischhoff, 1977). If this perceived obviousness is projected onto others
(Nickerson, 1999; Nelson & Dunlosky, 1991), unexpected data will seem not worthy of
communication. The present studies examine the role of error models in interpreting
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and sharing experimental results, focusing on foresight-hindsight differences.
As a platform for these studies, we use a design introduced by Slovic and Fis-

chhoff (1977). It has participants assess the probability of replicating the initial
observation of a hypothetical experiment. Foresight participants assess that proba-
bility for two possible outcomes. Hindsight participants are told that one of those
outcomes was, in fact, observed. The conditional probability of replication should
be the same in both conditions. However, Slovic and Fischhoff found that hindsight
participants see replication as more likely, consistent with being less able to see how
the initial study could have turned out otherwise. We begin by repeating Slovic and
Fischhoff’s original study, in order to establish a baseline for the following studies,
examining how people account for more and less expected results. Incidentally, we
assess the robustness of a widely cited study, thirty-plus years after it was originally
conducted.

Experiment One

Method

Participants evaluated the four hypothetical studies presented in Experiment
One of Slovic and Fischhoff (1977), using their stimulus materials. These studies
tested whether: 1) a virgin rat would exhibit maternal behavior following a blood
transfusion from a mother rat, 2) seeding a hurricane with silver-iodide crystals would
diminish its wind velocity, 3) goslings would be imprinted on a duck if exposed to
its quacking before hatching, and 4) children could take another person’s perspective
when judging the position of a dot on a large Y. Foresight participants first assessed
the probability of each outcome occurring, then its probability of replication on all,
some, or none of 10 additional observations—should it be observed on a single initial
observation. Hindsight participants were told that one of the two outcomes had
occurred, and then assessed its probability of replication. The design was 4 (study:
rat, hurricane, duck, Y-test) by 2 (time: foresight vs. hindsight) by 2 (outcome: A or
B) with repeated measures on the first factor in all conditions and repeated measures
on the last factor in the foresight condition, whose participants gave probabilities of
replication for both outcomes.

Participants. All 268 participants were paid volunteers who responded to an
Amazon Mechanical Turk (MTurk) ad offering them 1 dollar for participation in a
7-minute study.3 A two-part attention filter (Downs, Holbrook, Sheng, & Cranor,

3Mason and Watts (2010) found that, when paid more, MTurk participants work longer but
do not perform better (in terms of accuracy). Horton, Rand, and Zeckhauser (2011) found that
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2010; Oppenheimer, Meyvis, & Davidenko, 2009; Paolacci, Chandler, & Ipeirotis,
2010) at the beginning of the experiment assessed whether participants were pay-
ing attention. Only the 173 participants who passed both its parts (one easier, one
harder) were included in the analysis. According to participants’ reports, their av-
erage age was 32 years old (range = 18–81) and 56.6% were women. They had a
variety of occupations, most frequently student, followed by homemaker and engi-
neer, then miscellaneous ones such as accountants, and care-givers, a finding similar
to the demographic diversity observed in previous research with MTurk participants
(Ipeirotis, 2010).

Results

Table 1 reveals a clear hindsight bias in responses to the first hypothetical
study. Foresight participants said that, if the first virgin rat demonstrated maternal
behavior (after receiving a blood transfusion from a mother rat), there was a .28
chance of that happening on all 10 subsequent cases. Hindsight participants told
that the initial case had turned out that way gave a .49 probability to consistent
replication. The corresponding means in Slovic and Fischhoff (1977) were .30 and
.44, respectively. The mean probability of no replications was .33 in foresight and
.16 in hindsight (in the previous study, .29 and .07). The other outcome (B) showed
a similar pattern, also fairly similar to values in the original study.

The other three hypothetical studies revealed similar patterns (Tables 2-4): An
initial observation was seen as significantly more likely to be replicated consistently
when it was reported to have happened (hindsight) that when it was considered as a
possibility (foresight). It was also judged significantly less likely never to be repeated.
In each case, the means were similar to those in Slovic and Fischhoff (1977)—although
that is not a necessary condition for replicating the pattern of responses.

Discussion

Slovic and Fischhoff (1977) found that people see the results of the first obser-
vation of a study as more likely to be replicated in hindsight than in foresight. In
this exact replication of their Experiment One (except for subject population and

MTurk participants replicated results from several classic judgments studies originally conducted
with traditional (e.g., student) samples. MTurk participants are demographically diverse compared
to typical internet or college undergraduate samples (Buhrmester, Kwang, & Gosling, 2011), and
tend to be similar in gender, but older, more likely to be non-white, non-American, than those in
typical internet samples. When given validated psychometric measures, MTurk participants give
responses that are internally reliable, and this reliability does not vary significantly by payment
amount (Buhrmester et al., 2011).
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Table 1:: Judged probability that the initial observation will replicate in all, some,
or none of 10 replication trials for virgin rat study.

Foresight Hindsight
Outcome Response M (SD, N) M (SD, N)

Outcome A (maternal behavior)
All .28 (.29, 61) .49 (.32, 62)

Some .39 (.29, 61) .34 (.28, 62)
None .33 (.32, 61) .16 (.20, 62)

Outcome B (no maternal behavior)
All .47 (.37, 61) .67 (.34, 50)

Some .34 (.29, 61) .23 (.28, 50)
None .20 (.24, 61) .10 (.20, 50)

administration mode), that result held true. In their Experiment Two, Slovic and
Fischhoff (1977) found similar results when foresight participants considered only
one of the two possible outcomes, rather than both (as in Experiment One), indi-
cating that their lower confidence in replication was not due to focusing less on each
outcome.

These participants had no natural reason to prefer observing either outcome,
unlike actual investigators, who may care deeply about how studies turn out. How-
ever, these participants did have natural expectations, expressed in the probabilities
that foresight participants gave for the possible outcomes of the first observation.
As seen in Table 5, one outcome was significantly more likely for three of the four
hypothetical studies (virgin rat, hurricane, Y-test), whether measured by the mean
probability or the percentage of participants assigning a probability greater than
50%.

From both perspectives, the most likely of the eight outcomes was Outcome A
in the Y-test study. As seen in Tables 1-4, that outcome also produced the weakest
hindsight bias, as though it was so strongly expected that reporting its occurrence
had relatively little impact (although it was not so likely as to encounter a ceiling
effect). Conversely, reporting Outcome B in the Y-test study, the least expected of
the eight, had a particularly large hindsight effect, indicating willingness to abandon
outcome A, given a single contrary observation. These results are consistent with
participants generating causal explanations for explaining whatever they observe,
and those explanations more often involving error models when they observe the
unexpected.

Experiments Two A, B, and C examine these processes, as revealed in attribu-
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Table 2:: Judged probability that the initial observation will replicate in all, some,
or none of 10 replication trials for hurricane study.

Foresight Hindsight
Outcome Response M (SD, N) M (SD, N)

Outcome A (intensity increases)
All .40 (.33, 61) .52 (.30, 62)

Some .34 (.27, 61) .34 (.26, 62)
None .27 (.28, 61) .15 (.16, 62)

Outcome B (intensity decreases)
All .37 (.33, 61) .51 (.34, 50)

Some .36 (.28, 61) .36 (.31, 50)
None .27 (.28, 61) .14 (.18, 50)

tions for results of the Y-test study, the one with the most and least expected initial
observations. If participants use error models to accommodate unexpected results,
then they should invoke explanations such as“experimental error”or“methodological
problems” more often with Outcome B than with Outcome A.

Experiments Two A, B, C

Experiments Two A, B, and C, all test whether surprising results are attributed
to error more strongly in hindsight than foresight, using variations on the same basic
methodology—extending Experiment One. Experiment Two A replicated Experi-
ment One, with two differences: (a) Participants considered just one hypothetical
study, the Y-test, in order to elicit a fuller, more focused set of beliefs.4 (b) Partici-
pants assessed the probability that each of four causes accounted for the results. One
of these causes was that the experiment was flawed (Invalid). Thus, the experiment
was a 2 (foresight vs. hindsight) by 2 (expected outcome [area A] vs. unexpected
outcome [area B]) between-subjects design.

Experiment Two B changes the methodology of Experiment Two A in four
ways: (a) Participants generated their own causal explanations before assigning prob-
abilities to pre-defined categories. (b) We refined the categories from Experiment One
by offering an explicit non-error explanation (the child rotated the image). (c) We
re-introduced the probabiity of replication measure that was used as the primary

4Experiment Two A originally included all four studies from Experiment One. However, for the
sake of simplicity, we decided to focus on the Y-test results, which used the expected and unexpected
outcomes, hence best fit our research interests.
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Table 3:: Judged probability that the initial observation will replicate in all, some,
or none of 10 replication trials for gosling study.

Foresight Hindsight
Outcome Response M (SD, N) M (SD, N)

Outcome A (approaches goose)
All .36 (.33, 61) .56 (.34, 62)

Some .34 (.29, 61) .34 (.19, 62)
None .30 (.32, 61) .10 (.12, 62)

Outcome B (approaches duck)
All .49 (.34, 61) .73 (.32, 50)

Some .34 (.30, 61) .19 (.24, 50)
None .17 (.24, 61) .08 (.16, 50)

dependent variable in Experiment One. (d) We asked participants how they would
treat research results in terms of publication, acting as though they were advising the
scientist. The latter modification was based on our hypothesis that those who believe
unexpected results are due to error should see the data as not worthy of publishing
because the study did not properly test the hypothesis—just as Millikan discarded
measurements that he thought were contaminated by uncontrolled variation, such as
“something wrong with thermometer.”

Experiment Two C replicates and extends Experiment Two B by using a new
prediction measure that allows determination of the perceived uncertainty (diffuse-
ness) generated by surprising results, and whether this uncertainty reduces publica-
tion recommendations. Experiment Two C also refines some aspects of the previous
studies based on their results: (a) Based on the open-ended explanations in Ex-
periment Two B, Experiment Two C divides the Invalid method category in the
structured attribution question into “the task was confusing” and “the child was not
paying attention.” (b) Because participants in Experiment Two B uniformly wanted
a much larger sample before publication, Experiment Two C adds a task asking them
to predict the outcomes for 100 additional trials, then indicate whether they would
publish that result. Based on the open-ended responses in Experiment Two B, we
predicted that an unexpected result (B) would encourage participants to believe that
“anything can happen,” leading them to predict a more uniform distribution of future
responses across the three areas and to urge greater caution in publication decisions.
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Table 4:: Judged probability that the initial observation will replicate in all, some,
or none of 10 replication trials for the Y-test study.

Foresight Hindsight
Outcome Response M (SD, N) M (SD, N)

Outcome A (places dot in area A)
All .45 (.34, 61) .56 (.31, 62)

Some .37 (.31, 61) .33 (.28, 62)
None .18 (.23, 61) .10 (.12, 62)

Outcome B (places dot in area B)
All .18 (.24, 61) .31 (.28, 50)

Some .34 (.32, 61) .46 (.31, 50)
None .48 (.36, 61) .23 (.20, 50)

Table 5:: Mean foresight probability and proportion of probabilities greater than 50
for each outcome of the initial observation. One-sample t-test compares P(A) to

50%.

P(A) P(B)
Study M (SD) M (SD) One-Sample t-test P(A)>.50 P(B)>.50

Virgin Rat .40 (.25) .59 (.26) t (60) = 2.66, p = 0.01 14/61 32/61
Hurricane .52 (.27) .40 (.26) t (60) = 2.90, p = 0.005 29/61 12/61
Gosling .51 (.28) .52 (.27) t (60) = 0.65, p = 0.52 28/61 25/61
Y-test .65 (.28) .24 (.22) t (60) = 4.14, p < 0.001 39/61 5/61

Statistical Analyses

Based on the results of Experiment One (and Slovic & Fischhoff, 1977), we
treat area A as expected and area B as unexpected.5 We use medians rather than
means because of skewed distributions and outliers. We conducted median regres-
sions (Koenker, 2009; Wooldridge, 2009) of the two experimental factors on the
probabilities assigned to the four potential causes, using non-parametric bootstrap
to estimate standard errors (Efron & Tibshirani, 1993).

5We also asked exploratory questions not reported here, regarding participants’ overall judgments
of the strength of the experimental design and how the results should be treated.
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Participants

For all three experiments participants were paid volunteers who responded to an
Amazon MTurk ad offering them $1 for participation in a 7-minute experiment. For
Experiment Two A, 468/664 individuals (70%) passed both attention filters. Their
average age was 31 years old (range: 18–63); 50% were women. For Experiment Two
B, 359/448 individuals (80%) passed both attention filters. Their average age was 32
years old (range: 18–68); 151 were women (44%). For Experiment Two C, 312/465
individuals (67%) passed both attention filters. Their average age was 31 years old
(range: 18–67); 135 were women (43%).

Experiment Two A

Materials

In Experiment Two A all participants received the same introductory instruc-
tions as used in Slovic and Fischhoff (1977), followed by their description of the
Y-Test study:

In the pretest of an experiment that she intends to run in the future,
an experimenter will place a 4-year-old child in front of an easel with a
large Y on it, with a dot in the lower left-hand third of the letter. The
child will then be taken around to the back of the easel where he will see
another Y. He will be asked to draw a dot in the “same position” on that
Y as the one he had just seen.

Figure 1. : Image of Y shown to participants.

The possible outcomes are (a) the child places a dot in Area A (the lower
left-hand third), (b) the child places a dot in Area B (the upper third),
or (c) the child places a dot in Area C (the lower-right hand third).
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Participants then completed the causal attribution task. These attributions are
shown below, with the area A and foresight condition as an example. The parentheses
to the left of each question indicate our name for each question.

If the child places a dot in Area A, what is the probability that:
(Note: These four probabilities should total 100%.)

• (Valid) The child’s understanding of the experimenter’s instructions
caused the child to place the dot in Area A.
• (Invalid) Some error in the experiment caused the child to place the
dot in Area A.
• (Chance) Random chance caused the child to place the dot in Area A.
• (Other) There was some other cause not already mentioned above.

Hindsight. As in Experiment One, the instructions for hindsight participants
differed in reporting the first observation:

Result: The child placed a dot in Area A (the lower left-hand third).

Results

Table 6 shows median probabilities assigned to the causal explanations for
Experiments Two A, B, and C. The first two columns of Table 6 show the results of
Experiment Two A. The results were generally in the predicted direction, although
not always significantly so. The experimental method was judged more Valid when
the initial observation was expected rather than unexpected (i.e., the child placed
the dot in area A), in both foresight (.60 vs. .30) and hindsight (.60 vs. .50). The
corresponding main effect for the difference between the probability assigned to the
Valid category in the expected and unexpected conditions was statistically significant,
t(464) = 3.00, p < 0.05, d = 0.14. There was also a non-significant interaction, with
unexpected evidence reducing the probability assigned to the Valid category more in
foresight than in hindsight, t(464) = 1.53, p > 0.05, d = 0.07.

Conversely, participants assigned similar probabilities to the method being In-
valid after an unexpected observation than after an expected one, in both foresight
(.05 vs. .10) and hindsight (.05 vs. .10), a non-significant main effect, t(464) = 1.59,
p > 0.05, d = 0.07. The expected interaction (with larger effects in hindsight), was
also not observed, t(464) = 0.00, p > 0.05, d = 0.00.

Chance was assigned a greater role with unexpected results in hindsight (.20 vs.
.10), but not in foresight (.20 vs. .20), reflected in both a main effect of hindsight,
t(464) = 4.08, p < 0.05, d = 0.19, and an interaction between the two factors,
t(464) = 2.11, p < 0.05, d = 0.10. Finally, Other Causes received higher probabilities
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with unexpected results, in both foresight (.20 vs. .09) and hindsight (.13 vs. .10),
with a significant main effect, t(464) = 2.20, p < 0.05, d = 0.10; but no interaction.



Table 6:: Probabilities assigned to each cause for Experiments 2A, 2B, and 2C.
2A 2B 2C

Foresight Hindsight Foresight Hindsight Foresight Hindsight
Possible

Condition Md (SE) Md (SE) Md (SE) Md (SE) Md (SE) Md (SE)
Cause

Valid
Expected (A) .60a (.08) .60a (.08)
Unexpected (B) .30b (.05) .50b (.04)

Rotate
Expected (A) .58a (.07) .67a (.05) .40a (.07) .35a (.06)
Unexpected (B) .20b (.04) .25b (.03) .10b (.03) .10b (.04)

Invalid
Expected (A) .05 (.03) .05 (.02) .05 (.02) .01 (.01)
Unexpected (B) .10 (.02) .10 (.01) .10 (.03) .10 (.03)

Faulty Child
Expected (A) .10a (.02) .10a (.02)
Unexpected (B) .25b (.03) .20b (.02)

Faulty Task
Expected (A) .10a (.03) .10a (.02)
Unexpected (B) .20b (.03) .25b (.05)

Chance
Expected (A) .20a (.02) .10b (.02) .20a (.03) .10b (.02) .10 (.03) .10 (.01)
Unexpected (B) .20a (.02) .20a (.02) .25a (.03) .20a (.02) .10 (.03) .10 (.01)

Other
Expected (A) .09a (.02) .10a (.02) .10a (.02) .05a (.02) .06 (.03) .05 (.02)
Unexpected (B) .20b (.04) .13b (.04) .20b (.03) .20b (.03) .10 (.01) .10 (.01)
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Experiment Two B

Materials

To try to address the possibility that participants may have confused the Invalid
method category (“Some error in the experiment”) with the Valid method category
(“The childâs understanding of the experimenterâs instructions...”), Experiment Two
B used a Valid category that specifically referred to the child’s mental rotation ability
(Rotate). Additionally, to account for the possibility that neither the Valid nor
Invalid category accurately represents participants’ intutitions, we also elicited open-
ended explanations for the outcome before they assigned probability to the categories.

Please explain why you think the child could place the dot in Area A [or
B]. (open-ended)

This was followed by modified causal attributions, as shown below, using area
A foresight condition as an example:

If the child places a dot in Area A, what is the probability that:
(Note: These four probabilities should total 100%.)

• (Rotate) The child’s ability to mentally rotate the image caused the
child to place the dot in Area A.
• (Invalid) Some error in the experiment caused the child to place the
dot in Area A.
• (Chance) Random chance caused the child to place the dot in Area A.
• (Other) There was some other cause not already mentioned above.

Participants then answered the probability of replication question from Slovic
and Fischhoff (1977) and Experiment One, using the all, some, or none categories.
Finally, participants answered a new question asking how they would treat those
observations in terms of data sharing. Participants considered their recommendation
after 10 new observations:

If the replication of this experiment with 10 additional children comes out
the way you expect, which of the following actions would you recommend
that the scientist take:

• Collect more data before publishing
• Publish without collecting more data
• Do not publish any of the data
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Results

Causal Attributions. Experiment Two B replicated Two A but used an alterna-
tive “Valid method” category, stating that the child could mentally rotate the image
(Rotate). The third and fourth columns of Table 6 show that, as expected, the prob-
abilities assigned to that explanation were higher when results were consistent with
that ability (A vs. B), in both foresight (.58 vs. .20) and hindsight (.67 vs. .25). The
main effect was statistically significant, t(339) = 5.30, p < 0.05, d = 0.29. However,
that difference was not significantly greater in hindsight, t(339) = 0.80, p > 0.05,
d = 0.04.

Although there was a trend for participants to see the method as Invalid after
an unexpected observation more than after an expected one, in both foresight (.05
vs. .10) and hindsight (.01 vs. .10), this main effect was not significant, t(339) =
1.54, p > 0.05, d = 0.08; nor was the interaction corresponding to the weakly greater
effect in hindsight, t(339) = 0.88, p > 0.05, d = 0.05. Chance was evoked less for
unexpected results in hindsight (.15) than in foresight (.20), a main effect, t(339) =
3.30, p < 0.05, d = 0.18. Other Causes were invoked more with unexpected results,
in both foresight (.20 vs. .10) and hindsight (.20 vs. .05), with a significant main
effect, t(339) = 2.40, p < 0.05, d = 0.13, but no interaction.

We coded participants’ open-ended explanations into the four categories of the
structured attribution questions, adding a category for uninformative responses (e.g.,
“the child placed the dot,” “I don’t know why”). Table 7 shows typical examples.
Other Cause explanations implied a valid method that revealed a different process
than Rotate.

Table 8 shows the proportion of participants providing explanations in each
category (e.g., 8 of the 84 (10%) who considered the expected observation in foresight
attributed it to the child’s mental rotation ability). For the few participants (11) who
gave more than one explanation, we only included the first. As predicted, Invalid
explanations were much more likely with unexpected results than with expected ones,
in both foresight (.28 vs. .01) and hindsight (.34 vs. .00), a significant main effect t
(339) = 9.09, p < 0.05, d = 0.49.

Posterior Predictions. Experiment Two B replicates the previously observed
hindsight effect, but only for the expected outcome. Participants told that the first
child had placed the dot in the expected place (A) gave higher probabilities to that
happening on the next 10 observations than did participants who considered that
outcome as a possibility (.50 vs. .30). Consistent replication of the unexpected
result (B) was, however, equally likely in hindsight and foresight (.10 vs. .10). The
corresponding interaction was marginally significant, t(339) = 1.77, p = 0.08, d =
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Table 7:: Causal categories coded from open-ended responses.
Category Subcategory Examples

Rotate
Spatial Rotation

The child was unable to mentally rotate the image.
The child has bad spatial rotation.
The child is able to mentally rotate the image.
The child has good spatial rotation.

Perspective-Taking
The child placed the dot based on his point of view.
The child responded to the relative or absolute position.

Invalid Method

Faulty Task
The instructions were ambiguous.
The task was confusing.

Faulty Child
The child was not paying attention.
The child was too young to understand instructions.
The child’s brain is not developed.

Chance
The child placed the dot randomly.
The child guessed.
The child placed the dot based on luck.

Other Causes

Ambiguous
That’s where the dot was on the other side.
The child placed the dot in the same place.

Task-Child Interaction

The child places the dot based on the shape of the Y.
The child is left-handed.
The child looks at this area first.
The experimenter coached the child on the response.

Memory
The child remembered where the dot was.
The child forgot where the dot was.

Miscellaneous
The child placed the dot.
A vacuous response.
An uninterpretable response.

0.10. Conversely, the expected result was judged less likely never to replicate (on
the next 10 observations) in hindsight that in foresight (.01 vs. .07), whereas the
unexpected result was judged more likely never to replicate once it had been observed
than when it was just a possibility (.25 vs. .20). Here, too, though, the interaction
was not statistically significant, t(339) = 1.57, p = 0.12, d = 0.08. Note that these
probability judgments were made after participants considered possible explanations,
unlike Experiment One (and Slovic and Fischhoff (1977), when they were made
immediately after considering the initial observation.

Data Sharing. As seen in the first two columns of the top section of Table 9,
participants overwhelmingly recommended collecting more data before publishing,
for both expected and unexpected results. Among the minority who recommended
publishing, the rate was twice as high with expected results than with unexpected
ones, although the difference was not significant. Conversely, not publishing was
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Table 8:: Proportion of participants making each attribution in open-ended
response. 95% credible intervals were generated from 10000 simulations from a
posterior Dirichlet distribution with Jeffreys’ Prior (Gelman et al., 2004; Efron,
2011) Dirichlet(1/2,1/2,1/2,1/2,1/2,1/2) since there was a category with zero

observations. FU = 71; HU = 87; HE = 101; FE = 84.

Foresight Hindsight
Causal Category Condition Prop. [CI] Prop. [CI]

Rotate
Expected (A) .10 [.04, .17] .13 [.07, .20]
Unexpected (B) .07 [.03, .14] .13 [.07, .20]

Invalid
Expected (A) .01a [.00, .05] .00a [.00, .02]
Unexpected (B) .28b [.19, .39] .34b [.25, .44]

Chance
Expected (A) .04 [.01, .09] .01 [.00, .04]
Unexpected (B) .06 [.01, .11] .00 [.00, .03]

Other
Expected (A) .81a [.70, .87] .85a [.76, .90]
Unexpected (B) .46b [.35, .58] .49b [.38, .59]

Miscellaneous
Expected (A) .05 [.02, .11] .01 [.00, .05]
Unexpected (B) .13 [.06, .22] .03 [.01, .09]

more common with unexpected results; again, not significantly so. These patterns
were the same in hindsight and foresight (i.e., with no significant interactions).

Experiment Two C

Materials

Experiment Two C was the same as Experiment Two B except for the following
changes. First, it used two specific Invalid categories (Faulty Child and Faulty Task),
derived from the open-ended explanations in Experiment Two B:

If the child places a dot in Area A, what is the probability that:
(Note: These four probabilities should total 100%.)

• (Rotate) The child’s ability to mentally rotate the image caused the
child to place the dot in Area A.
• (Faulty Child) The child was not paying attention, and this caused the
child to place the dot in Area A.
• (Faulty Task) The task was confusing, and this caused the child to
place the dot in Area A.
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Table 9:: Proportion of participants choosing each category. Publish judgments
could be in one of three categories, which can be modeled using a Dirichlet

distribution. 95% credible intervals generated from 10000 simulations from a
posterior Dirichlet distribution (Martin et al., 2011) with improper Dirichlet(0,0,0)

priors.
2B 2C

Foresight Hindsight Foresight Hindsight
Rec. Condition Prop. [CI] Prop. [CI] Prop. [CI] Prop. [CI]

More Data
Expected (A) .79 [.69, .87] .82 [.74, .89] .55 [.44, .66] .73 [.64, .82]
Unexpected (B) .85 [.75, .92] .83 [.75, .90] .65 [.54, .74] .65 [.54, .76]

Publish
Expected (A) .18 [.11, .27] .17 [.10, .25] .38 [.28, .49] .24 [.16, .34]
Unexpected (B) .09 [.03, .16] .09 [.04, .16] .29 [.20, .40] .26 [.17, .37]

No Publish
Expected (A) .04 [.01, .09] .01 [.00, .04] .06 [.02, .13] .02 [.00, .07]
Unexpected (B) .07 [.02, .14] .08 [.03, .14] .06 [.02, .13] .08 [.03, .16]

• (Chance) Random chance caused the child to place the dot in Area A.
• (Other) There was some other cause not already mentioned above.

To measure diffuseness of predictions, or participants’ perceptions that “any-
thing can happen,” Experiment Two C used a slightly different probability of repli-
cation measure:

In a replication of this experiment with 100 additional children, how many
children will place the dot in the following areas:

• Area A
• Area B
• Area C

Experiment Two C had participants consider 100 additional observations,
rather than 10:

If the replication of this experiment with 100 additional children comes
out the way you expect, which of the following actions would you recom-
mend that the scientist take:

• Collect more data before publishing
• Publish without collecting more data
• Do not publish any of the data
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Results

Causal Attributions. The fifth and sixth columns of Table 6 show the probabil-
ities assigned to the five causal explanations of the initial observation. Participants
gave a higher probability to the child’s mental rotation ability (Rotate) when the dot
was placed in area A rather than area B, in both foresight (.40 vs. .10) and hindsight
(.35 vs. .10). The main effect was statistically significant, t(308) = 4.11, p < 0.05,
d = 0.23, with no interaction.

Conversely, participants assigned higher probabilities to the two Invalid expla-
nations after an unexpected observation (area B) than after an expected one (area
A). For the explanation that the child was not paying attention (Faulty Child), that
was true in both foresight (.25 vs. .10) and hindsight (.20 vs. .10), with a significant
main effect, t(308) = 4.12, p < 0.05, d = 0.23, and no interaction. For Faulty Task,
this was also true in both foresight (.20 vs. .10) and hindsight (.25 vs. .10), again
with a significant main effect, t(308) = 3.14, p < 0.05, d = 0.18, and no interaction.
Attributions to Chance and Other Causes were unrelated to the reported outcome
or foresight-hindsight perspective.

Posterior Predictions. Participants made predictions for 100 additional children
in Experiment Two C. They judged that future children would place the dot in the
same area as the first child, with the main effect being significant for A, t(308) = 3.30,
p < 0.05, d = 0.19 and for B, t(308) = 2.13, p < 0.05, d = 0.12. These differences
were the same in foresight and hindsight.

In order to assess participants’ tendency to treat the three areas (A, B, C) as
equiprobable, we calculate Shannon Entropy (ShEn) (MacKay, 2003), as a measure
of the diffuseness or “flatness” of their distribution of predicted dot placements:

ShEn(A,B,C) =

−P (A) × log2(P (A)) − P (B) × log2(P (B)) − P (C) × log2(P (C)) (1)

Here, P(A) is the proportion of children (out of 100) predicted to place the dot
in area A, and so on. With three response categories, the measure ranges from 0 (all
100 in one category) to 1.585 (a uniform distribution).

Overall, median Shannon Entropy was higher with an unexpected initial ob-
servation (B) than with an expected one (A), in both hindsight (1.44 vs. 1.10) and
foresight (1.35 vs. 1.16), a significant main effect, t(308) = 2.23, p < 0.05, d = 0.13,
and no interaction. Thus, an unexpected initial result produced a stronger tendency
to believe that “anything can happen” in the next 100 observations. Participants
who considered B as the initial observation also saw C as significantly more likely, in
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both foresight (.30 vs. .23) and hindsight (.25 vs. .20), t(310) = 3.57, p < 0.05, d =
0.20.

Data Sharing. The last two columns of Table 9 show that most participants
recommended collecting more data before publishing even if the 100 observations
turned out as they had predicted—although fewer did so than with the 10 additional
observations in Experiment Two B (82% (49/358) versus 65% (92/312) in Experiment
Two C). These judgments were unrelated to the initial result (A or B) or whether it
was reported as observed (hindsight) or possible (foresight).

Those who expected flatter distributions were less likely to recommend publish-
ing without collecting more data (r = −.19; 95% CI: [−.30, −.08]), t(310) = 3.47,
p < 0.05 and more likely to recommend not publishing any of the data (r = .11;
95% CI: [.00, .22]), t(310) = 2.00, p = 0.05. Thus, participants were less inclined
to recommend sharing the data with the scientific community when they had more
diffuse expectations.

Discussion

Causal Attributions. The somewhat different methods of these three related
experiments revealed somewhat different aspects of how participants attribute cause
to unexpected results. Experiments Two A and the structured responses for Two B
both found that unexpected results were more often attributed to “something wrong
with the experiment”compared to expected results. The coded open-ended responses
from Experiment Two B, and structured attributions based on those responses from
Experiment Two C, found a stronger tendency to attribute the unexpected result
to two error models: that the task was confusing or that the child was not paying
attention.

When participants considered the child placing the dot in the expected area
they were more likely to attribute that result to a substantive theory, that the child
could mentally rotate the image. Complementing this difference, they were less likely
to attribute the expected result to methodological problems, that the child was not
paying attention or found the task confusing. Participants in Experiments Two
A and Two B attributed the unexpected result more than the expected result to
Chance or an Other Cause. However, in Experiment Two C, where the explanations
participants intuitively use were captured by the response categories, participants
attributed unexpected results to error and not Chance or other substantive theories.

In sum, an expected result was more often attributed to a theory, whereas an
unexpected result was more often attributed to methodological problems, with the
child or the task. This affirms previous research on how laypeople respond to anoma-
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lous data (Chinn & Brewer, 1993; Klayman & Ha, 1987; Nickerson, 1998), anecdotes
from the history of science (Lakatos et al., 1980; Goodstein, 2000; Franklin, 1997),
experimental work with adults (Lord et al., 1979; Gorman, 1986, 1989; Penner &
Klahr, 1996), and children (Lombrozo & Carey, 2006; Lombrozo, 2012), and obser-
vational approaches with real scientists (Dunbar, 1995; Trickett, Schunn, & Trafton,
2005).

Hindsight. All three experiments found no foresight-hindsight differences in
causal attributions using either structured or open-ended response formats. We pre-
dicted that foresight-hindsight differences would be stronger with the unexpected
observation, insofar as it creates a greater need to explain the result (Risen et al.,
2007), and greater explanatory reasoning heightens hindsight bias (Roese & Olson,
1996). These results are inconsistent with existing models of hindsight bias (Blank
et al., 2008; Nestler, Blank, & Von Collani, 2008), in particular sense-making models
that predict greater hindsight bias for surprising results (Pezzo, 2003), and coun-
terfactual models that predict greater reasoning in response to surprises leads to
hindsight bias (Roese & Olson, 1996).

One possible interpretation of these results is that our method provided debias-
ing procedures. On the one hand, once asked to anticipate possible results, foresight
participants could anticipate finding the error explanations that would normally be
sought in hindsight. On the other hand, asking hindsight participants to consider
alternative attributions prior to assessing the probability of replication made their
perspectives more like those of foresight participants, as in Slovic and Fischhoff (1977)
Experiment Two. The replication of foresight-hindsight differences in predictions in
Experiment Two B only for expected outcomes, in contrast to Experiment One and
Slovic and Fischhoff (1977), supports this account, as the replication questions came
after the (potentially debiasing) attribution task in Experiment Two B. Experiment
Three explicitly manipulates the structured attribution task to test this debiasing
explanation.

Posterior Predictions. In both Experiments Two B and Two C, the initial
observation also made that result seem more likely in replications of the same exper-
iment. However, a question added in Experiment Two C revealed that participants
had less confidence in that replication when the initial result was unexpected—as
seen in more uniform distributions of predicted outcomes. That difference was not
just a reflection of making the unexpected outcome seem more likely, thereby leveling
the distributions.



SURPRISES AND ERROR 23

Data Sharing. In both Experiments Two B and C, few participants recom-
mended publishing the results, even when 10 or 100 children responded in the same
way as the first, although somewhat more supported publication if the result was
expected. These recommendations were similar in foresight and hindsight. This de-
sire for a larger sample size contrasts with scientists’ underestimation of the required
sample size to achieve a specific level of power (Cohen, 1962; Tversky & Kahneman,
1971). This may have been because participants were unfamiliar with publication
practices and did not know how to respond to the publication recommendation ques-
tion. If this was the case, they would have treated the“collect more data”category as
an expression of “I don’t know.” This explanation is akin to to the finding that when
people are very uncertain, they indicate “I don’t know” with 50 − 50 probabilities
when no explicit “I don’t know” alternative is offered (Fischhoff & Bruine de Bruin,
1999). This would also explain why participants who recommended collecting more
data also made diffuse predictions, as both reflect an underlying reflection of the
participant’s feeling of ignorance. Experiment Three tests these two explanations by
explicitly including an “I don’t know” category.

Experiment Three

Experiment Three was designed to answer two questions that arose from Ex-
periments Two A, B, and C: a) Why were there no foresight-hindsight differences
in causal attributions? and b) Why are the diffuseness of posterior predictions and
data sharing judgments associated?

Recapping the preceding discussion, Experiments Two A, B, and C may have
not found foresight-hindsight differences in causal attributions because the attribu-
tion task made explanations for alternative outcomes unusually salient, by asking
foresight participants to think ahead to how they would respond to surprises and by
asking hindsight participants to think about explanations suited to outcomes that
were not observed. Thus, although we observed hindsight bias in predictions (as in
many previous studies), we may have reduced any bias in attributions.

Experiment Three manipulated the availability of explanations, by either in-
cluding or removing the Rotate explanation, which fit the expected outcome. Al-
though that explanation is implicit in the Other explanations category (and not
hard to imagine), we expect people not to “unpack” that category on their own when
the data are not consistent with it (Fischhoff, Slovic, & Lichtenstein, 1978; Russo &
Kolzow, 1994; Tversky & Koehler, 1994).

Participants completed one of two attribution tasks. In the Rotate removed
group, participants complete the attribution task of Experiment Two C but the Ro-
tate category is removed from explicit consideration. As a result, participants should
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assign higher probability to the error explanation in hindsight than in foresight, as
in foresight people naturally consider alternative explanations, even if they are not
explicitly mentioned. The Rotate included group, on the other hand, completes the
attribution task as in Experiment Two C, and should replicate the lack of foresight-
hindsight differences for causal attributions observed in Experiments Two A–C.

Next, the finding that participants with more diffuse posterior probabilities
were less likely to share data (and more likely to require replication) is a form of
normative behavior (Gärdenfors & Sahlin, 1982) not previously observed. However,
it could also reflect an artifactual usage of this response category, in the absence of
an explicit “I don’t know” option (Fischhoff & Bruine de Bruin, 1999). Experiment
Three tests this hypothesis. Among the remaining participants who felt that they
knew enough to give a publication recommendation, unexpected results should be
seen as less publication worthy than expected results, and this difference should be
greater in hindsight than foresight, reflecting participantsâ confidence in their error
attributions.

Method

Design. The experiment was a 2 (foresight vs. hindsight) by 2 (area A vs. area
B) by 2 (Rotate removed, Rotate included) between-subjects design.

Participants. Participants were paid volunteers who responded to an Amazon
MTurk ad offering them $1 for participation in a 7-minute experiment. 1360 of 1838
individuals (74%) passed both attention filters. Their average age was 31 years old
(range: 18–74); 49% were women.

Materials. The causal attribution task was modified to include four categories
(Rotate, Faulty Task, Chance, Other) or only three categories (Faulty Task, Chance,
Other):

If the child places a dot in Area A, what is the probability that:
(Note: These four probabilities should total 100%.)

• (The child’s ability to mentally rotate the image caused the child to
place the dot in Area A.)
• The task was confusing, and this caused the child to place the dot in
Area A.
• Random chance caused the child to place the dot in Area A.
• There was some other cause not already mentioned.

Participants then completed the posterior prediction and the modified data
sharing judgment:
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If the replication of this experiment with 100 additional children comes
out the way you expect, which of the following actions would you recom-
mend that the scientist take:

• Collect more data before publishing
• Publish without collecting more data
• Do not publish any of the data
• I don’t know

Results

Causal Attributions. Participants assigned a higher probability to the child’s
mental rotation ability (Rotate) when the dot was placed in area A rather than area
B, in both foresight (.45 vs. .10) and hindsight (.50 vs. .10). The main effect of area
was statistically significant (t(604) = 6.67, p < .01, d = 0.27), with no interaction or
hindsight effect.

Participants gave a lower probability to the confusion explanation when the
dot was placed in area A rather than area B to the same degree in foresight and
hindsight for when both four causal categories were given (foresight: (.20 vs. .40);
hindsight: (.20 vs. .30)), and when only three categories were given (foresight: (.30
vs. .40); hindsight: (.30 vs. .40)), a statistically significant main effect of area
(t(604) = 4.1, p < .01, d = 0.17; t(631) = 2.5, p = .01, d = 0.1, respectively). Aside
from an unpredicted marginally significant third-order interaction in the opposite
of the predicted direction, with smaller effect of disconfirmation in hindsight than
foresight when participants were given four causal categories (t(604) = 1.7, p = .09,
d = 0.068), there were no other significant effects.

When given all four causal categories, participants gave a lower probability to
the Chance explanation when the dot was placed in area A rather than area B in
both foresight (.10 vs. .20) and hindsight (.15 vs. .20). The main effect of area was
statistically significant, t(602) = 3.9, p < .01, d = 0.16), with no hindsight effect or
interaction. With the Rotate category removed, participants gave a lower probability
to the Chance explanation in hindsight than in foresight for both area A (.25 vs. .34)
and area B (.25 vs. .30). The main effect of hindsight was statistically significant,
t(630) = 2.1, p = .03, d = 0.085), with no main effect of area or interaction.

When given all four causal categories, participants assigned higher probability
to the Other category when told of area A versus area B in foresight (.20 vs. .10), but
assigned lower probability to the Other category when told of area A in hindsight (.05
vs. .10). There was a statistically significant main effect of hindsight (t(604) = 3.5,
p < .01, d = 0.14), a statistically significant main effect of disconfirmation (t(604) =
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6.8, p < .01, d = 0.27), and an interaction between the two factors (t(604) = 3.2,
p < .00, d = 0.13).

With the Rotate category removed, participants assigned higher probability to
the Other category when told of area A versus area B in foresight (.30 vs. .25) and in
hindsight (.34 vs. .25). There was no significant main effect of hindsight, outcome,
or an interaction between the two factors (t(631) = 1.5; t(631) = 0.98; t(631) = 0.72,
respectively).

Posterior Predictions. Failing to replicate results from Experiments Two B and
C, area A was judged more likely when A (rather than B) was reported only when
the Rotate category was missing, but not when it was present (t(631) = 2.7, p < .01,
d = 0.11). There were no other main effects or interactions between area or hindsight
for predictions of area A, nor any effects for area B or area C.

Data Sharing. Figure 2a shows the proportion of participants recommending
publishing the results (y-axis) by the probability that participant assigned to Con-
fusion cause (x-axis). As can be seen, participants were less likely to recommend
publishing the data as the probability of error (P(Confusing)) increased.6 However,
this trend reverses at around the the 1/3 mark, where all theories would be assigned
equal probability. Past this equal, maximally “diffuse” probability assignment, the
higher the probability that was assigned to the confusing category the more partici-
pants recommended publishing the results.

Figure 2b shows the proportion of participants recommendig publishing the
results (y-axis) by the Shannon Entropy of the participants’ posterior predictions.
The higher the Shannon Entropy, the more diffuse the posterior predictions were,
reaching a maximum at equal assignment to all three categories (1.58). As can be
seen, the more diffuse participants’ posterior predictions were, the less likely they
were to recommend publishing the data. Similarly, participants were less likely to
recommend publishing the data as they spread their attributions of the cause of the
results more evenly over the three or four categories of causes, although the pattern
was less clear than for predictions.

Figure 3 shows a pattern similar to the publish recommendations, but instead
looking at recommendations to not publish the data. First, as in Experiments Two
B and C, recommendations to not publish the data were very rare. Figure 3a mir-
rors Figure 2a, where participants recommend not publishing the data more as they
assign higher probability to the confusion category, with participants most likely to
recommend not publishing at about the 1/3 probability mark, with the relationship

6All graphs show local linear regressions with 95% confidence bands in grey (Wickham, 2009).
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(a) (b)

Figure 2. : Proportion of participants recommending publishing the data.

reversing thereafter. This pattern was pronounced for participants told the child
placed the dot in area B, but not in area A. Figure 3b shows a sharp upturn of par-
ticipants recommending not publishing the data near the maximally diffuse posterior
predictions (1.58) for participants told the child placed the dot in area B, but not
in area A. Participants were also more likely to recommend not publishing the data
when they spread their probabilities evenly across the three possible causes, but only
when they are told the child placed the dot in area B. These results are consistent
with participants recommending publication when they feel they can pin the results
to a cause (error or otherwise), but not when they feel they cannot. Furthermore,
this pattern depended on the results of the experiment, that is, whether the child
placed the dot in the expected (A), or unexpected (B) area.

Figure 4a shows that the probability of saying “I don’t know” increases as
participants assign higher probability to confusion as the cause of the results until
the 1/3 area, where the relationship again reverses. Figure 4b, shows an increase in
the probability of saying “I don’t know” to the publication recommendation as they
spread predictions out more evenly over the possible outcomes. This pattern holds
for participants told of both areas A and B. This again indicates that recommending
publishing means pinning the results to a cause, whereas saying“I don’t know”means
one’s predictions or understanding of the experiment is diffuse.

Do these results just reflect that some participants feel like they don’t know
anything about science at all? If this is the case, then their publication and entropy
judgments should not depend on the outcome of the experiment. Supporting this
account, judgments that the researcher should publish, not publish, or collect more
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(a) (b)

Figure 3. : Proportion of participants recommending not publishing the data.

data were not more likely after disconfirming data (t(1236) = 0.88; t(1236) = 1.5;
t(1236) = 1.4, respectively). However, “I don’t know” statements did increase after
the unexpected area B, (t(1236) = 2.3, p = 0.022).

Similarly, if participants do not know anything about science at all, then the
results should not affect diffuseness judgments, either of theory or posterior pre-
dictions, as was indicated previously. However, collapsing across the hindsight and
removed category conditions, participants told the unexpected outcome (area B) oc-
curred gave posterior predictions with higher entropy, t(1240) = 9.67, p < .01, d =
0.27.

Discussion

In Experiment Three, foresight and hindsight participants were equally likely
to invoke error. This held after removing an explanation for the expected outcome,
a possible debiasing factor. The similarity of those attributions, with and without
outcome knowledge, suggests that people could generate and evaluate error models
at any time.

In terms of data sharing, participants who made diffuse predictions and causal
attributions recommended publishing the data less, and responded “I don’t know”
more. Participants were more likely to recommend publishing the data when they
assigned higher probability to the results being due to error, as long as this higher
probability meant less diffuseness. The tendency to recommend not publishing data
or say “I don’t know” when one’s predictions or causal attributions were diffuse were
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(a) (b)

Figure 4. : Proportion of participants saying “I don’t know.”

consistently more pronounced after participants were told of an unexpected result.

In sum, participants who felt like they could not explain the result expressed
diffuse predictions, diffuse causal attributions, and judged that they should either
not publish the data or that they didn’t know what should be done with the data.
In contrast, when the data could be pinned to a specific cause, even if it was error,
participants were more likely to recommend publishing the data. Thus, publication
judgments seemed to be a reflection of one’s ability to generate explanations for
the data at all, rather than a perception that the data are flawed. Although some
evidence suggests that participants were sensitive to the outcome of the experiment,
as reflected in the entropy of their posterior predictions and causal attributions, we
cannot rule out that people who felt they knew more about science made less diffuse
predictions, theory judgments, and responded “I don’t know” less.

Experiment Four

The intuition motivating our studies is that people typically do not gener-
ate error models until, in hindsight, unexpected outcomes motivate them to think
even harder about what might have gone wrong. If error models are considered
beforehand, rather than being generated in response to unexpected evidence, then
they could be evaluated in an orderly (perhaps even Bayesian) manner. However, if
participants do not consider an explanation beforehand, then evaluation of the ex-
planation may be biased by the very results that prompt its consideration. That is,
generating an explanation, ad-hoc, for an unexpected result, may be more convincing
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than if it had been considered beforehand.
Experiment Four creates these conditions, closer to actual foresight, by allow-

ing some participants to consider explanations before considering the outcome of the
experiment. In the complete condition, participants assess the potential relevance of
three possible explanations before they observe the data. These three explanations
vary in how strongly they favor areas A, B, and C. In each of three incomplete condi-
tions, one of these three explanations is omitted, so that it could be generated after
observing the outcome of the experiment. We expect participants to overweight the
credibility of explanations that are initially omitted, then discovered when needed.

Method

Experiment Four was a 2 by 4 design, crossing two possible outcomes (A,
B) with four sets of explanations given to participants before they considered an
outcome.

Participants. For Experiment Four, participants were paid volunteers who re-
sponded to an Amazon MTurk ad offering them $1 for participation in a 7-minute
experiment. Using the same attention filter left 969 of 1628 individuals (60%) who
passed. Their average age was 30 years old (range: 18–70); 408 were women (42%).

Materials. The instructions were the same as in Experiment Three, except that
before considering the initial result, participants answered a modified version of the
structured attribution question from Experiment Three. In the complete condition,
the question was:

Which of the following do you think could possibly affect the experimental
results (check all that apply)?

1. The task is confusing. [Uniform]
2. The children selected for the study are left-handed. [Non-Uniform area
A]
3. Children like putting things in the middle, to maintain symmetry.
[Non-Uniform area B]
4. Some other cause. [Other]

In the three other incomplete conditions, one of the three alternative expla-
nations (Non-Uniform area A; Non-Uniform area B; Uniform) was omitted. They
were meant to be available to explain outcome A, outcome B, or all three outcomes,
respectively.

Participants were then told the first child placed the dot in either area A or
area B and were asked to attribute the cause:
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What is the probability that? (Note: These five probabilities should total
100%.)

1. The child’s ability to mentally rotate the image caused the child to
place the dot in Area A. [Rotate]
2. The task was confusing, and this caused the child to place the dot in
Area A. [Uniform]
3. The child was left-handed, and this caused the child to place the dot
in Area A. [Non-Uniform area A]
4. The child likes putting things in the middle to maintain symmetry,
and this caused the child to place the dot in Area A. [Non-Uniform area
B]
5. Random chance caused the child to place the dot in Area A. [Chance]
6. There was some other cause not already mentioned. [Other]

Participants then predicted the next 100 observations and made data sharing
judgments, as in Experiment Three.

Results

Causal Attributions. Before considering any observations, 51% of participants
thought that the task being confusing could affect the results, 37% that children
being left-handed could do so, and 41% that children’s preference for symmetry
could. Thus all three of these explanations had plausible effects.

The probability assigned to the child having the mental ability to rotate the
image (Rotate) was unaffected by which of the possible causes were mentioned before
the result was observed. That probability was significantly higher when the child
placed the dot in area A (.25; 95% CI [.22, .28]) rather than B (.10; 95%CI [.8, .12]),
t (967) = 9.45, p < 0.05, d = 0.30, consistent with that ability explaining the former
result, but not the latter.

Participants assigned the same probability to the child’s confusion (Uniform)
affecting the results regardless of whether that explanation was mentioned before the
initial observation was reported. That probability was higher with the unexpected
observation (B) than with the expected one (A), (.20; 95% CI [.18, .22]) vs. (.10;
95% CI [.08, .12]) , t (967) = 7.36, p < 0.05, d = 0.24.

The probability assigned to the child being left-handed (Non-Uniform area A)
was affected by which of the possible causes were mentioned before the result was
observed. Using means rather than medians (there was little re-sampling variance
of the median in the bootstrap), participants assigned higher probabilities to the
child’s left-handedness affecting the initial observation when that explanation was



SURPRISES AND ERROR 32

mentioned before the observation was reported. This occurred both when they were
told the child placed the dot in area A (.13; 95% CI [.11, .16]) vs. (.09; 95% CI
[.07, .11]), t (277) = 2.65, p = 0.009, d = 0.16, and when they were told the child
placed the dot in area B (.08; 95% CI [.06, .10]) vs. (.06; 95% CI [.04, .07]) t (207)
= 1.78, p = 0.077, d = 0.12. Thus, an explanation of an expected result was judged
less plausible when it was not mentioned before observing the results, regardless of
whether the results confirmed or disconfirmed those expectations. There was also
a significant main effect of area, such that the median probability assigned to the
left-handed explanation was higher for participants told that the child placed the dot
in area A (.10; 95% CI [.06, .10]) rather than area B (.05; 95% CI [.05, .05]), t (967)
= 5.69, p < 0.05, d = 0.18.

Next, participants told that the child placed the dot in area B assigned higher
mean probabilities to the symmetry explanation (Non-uniform area B) when it was
mentioned before the result was observed (.24; 95% CI [.20, .29]) compared to when it
was not (.18; 95% CI [.14, .22]), t (201) = 2.34, p = 0.02, d = 0.16. This relationship
did not hold for participants told that the child placed the dot in area A (.08; 95% CI
[.06, .11]) vs. (.07; 95% CI [.05, .10]), t (280) = 0.74, p = 0.46, d = 0.04. There was
also a significant main effect, such that the median probability assigned to symmetry
as a cause was much lower for participants told that the child placed the dot in area A
(.02; 95% CI [.00, .05]) compared to participants told area B (.20; 95% CI [.15, .20]),
t (967) = 9.79, p < 0.05, d = 0.31. Thus, as with the expected result, explanations
for the unexpected result seemed less likely when not mentioned before the result was
observed. Unlike the explanation for the expected result, this only happened when
the result was consistent with the explanation. No differences emerged for Chance
and Other Causes for outcome or prior condition.

Thus, both non-uniform explanations were both judged less likely in hindsight
when they were not mentioned in foresight. Attributions to the uniform (anything
goes) explanation were unaffected by mentioning it in foresight.

Posterior Predictions. Participants predicted more of the next 100 observations
being in area A when told that the initial observation was there (med = 60; 95% CI
[60, 65]) than when told area B (35; 95% CI [33, 40]), t (967) = 10.8, p < 0.05, d
= 0.35. The same was true when area B was reported (med = 30; 95% CI [30, 33]),
compared to when it was not (10; 95% CI [10, 15]), t (967) = 9.91, p < 0.05, d =
0.32.

In contrast to Experiment Three, but consistent with Experiments Two B and
C, area C was predicted more often by participants told that the initial observation
was B (med = 25; 95% CI [25, 27]) rather than A (20; 95% CI [20, 20]) t (967) =
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6.55, p < 0.05, d = 0.21, even though area C was not mentioned.
As measured by ShEn, the distributions of these predictions were flatter after

the unexpected initial observation than after the expected one (A: 1.18; 95% CI [1.16,
1.22]) vs. (B: 1.44; 95% CI [1.37, 1.49]), t (967) = 7.48, p < 0.05, d = 0.24. There
were no main effects or interactions of mentioning explanations.

Data Sharing Judgments. As in Experiments Two C and Three, those who
expected flatter distributions (with higher ShEn) were less likely to recommend
publishing (r = -.12; 95% CI: [-.19, -.06]), t (903) = 3.7, p < 0.05. There were no
other main effects or interactions between outcome reported, explanation mentioned,
and publish judgments.

Discussion

In Experiment Four, the two non-uniform explanations (the child was left-
handed, the child prefers symmetry) were both assigned higher probabilities of caus-
ing the result when mentioned before participants learned the outcome of the initial
observations. That effect was greatest when the reported observation was consis-
tent with the explanation, suggesting that causal models can be overlooked unless
prompted — by asking or observation. Attributions to a diffuse explanation, pro-
ducing uniform expectations (the child was confused), did not increase when it was
mentioned sooner, rather than later, suggesting that such error models are always
available. Publication judgments and predictions were unrelated to which explana-
tions were mentioned (and omitted).

As in Experiment Two C, participants found area C more likely when the ini-
tial observation was unexpected (B). This again suggests that the surprise made
that seemingly unrelated outcome more plausible, consistent with “surprise” partic-
ipants making more diffuse predictions overall, and being less likely to recommend
publishing, even when the data confirmed their predictions.

General Discussion

We present four experiments examining how the evaluation of scientific ev-
idence differs when the results are expected or unexpected and when considered
in foresight or hindsight. Experiment One repeats Experiment One of Slovic and
Fischhoff (Slovic & Fischhoff, 1977), thirty-five years later with an online (MTurk)
sample, and finds similar results: an initial observation seems more likely to be repli-
cated when considered in hindsight compared to foresight. Subsequent experiments
examined responses to the most expected and unexpected results, among the four
studies evaluated in Experiment One.
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In Experiment Two A, contrary to our expectations, participants were equally
likely to attribute expected and unexpected results to methodological error, in fore-
sight and in hindsight. Experiments Two B and C addressed a possible methodologi-
cal problem with Experiment Two A. Appropriate to our topic, it was a measurement
error in how we elicited attributions to such problems. Experiment Two B elicited
explanations with an open-ended format, allowing participants to use their own con-
cepts and terms. Experiments Two C, Experiment Three, and Four offered fixed
alternatives based on these responses. In all four experiments, unexpected results
were more often attributed to flawed methods (or “error models”), compared to ex-
pected ones. These effects were similar in foresight and hindsight, suggesting that
explicitly asking about alternative explanations equates these perspectives. Exper-
iment Four affirmed this observation by systematically varying which explanations
were mentioned before any results were reported. Mentioning explanations consis-
tent with non-uniform predictions increased attributions to them, especially when
consistent with the outcome. Invocation of the uniform error model explanation,
making no specific predictions, was unaffected by whether it was mentioned before
or after the initial observation.

Experiments Two C, Three, and Four also found that reporting an unexpected
outcome led to flatter predictions for 10 or 100 additional observations, also consis-
tent with surprises evoking error models. In these predictions, Experiments Two C,
and Four found that observing the unexpected outcome (B) also increased the prob-
ability of the unrelated outcome (C), as though anything was now possible, although
this was not observed in Experiment Three. We found that participants who gave
flatter predictions were also less willing to recommend publishing the results rather
than collecting more data. Further, Experiment Three found that participants who
were told of an unexpected outcome made diffuse predictions, attributed the cause of
the results equally to three or four categories, and were less likely to recommend pub-
lishing the results. This indicates that the lack of ability to generate an explanation
that all, rather than belief in error, determines data sharing judgments.

Many previous studies have found that unexpected results are more likely to be
attributed to error (Gilovich, 1983; Lord et al., 1979; Mahoney, 1977; Munro & Ditto,
1997; Ross, Lepper, & Hubbard, 1975; Wyer, Frey, et al., 1983). However, in these
studies, the expected outcomes were typically also desired ones, for example, that
capital punishment is an effective (or ineffective) crime deterrent (Lord et al., 1979).
Thus, participants attributed outcomes that were unwanted as well as unexpected to
error. One exception is the finding that people often invoke error when confronted
with disconfirming feedback in the Wason rule discovery task (Gorman, 1986; Penner
& Klahr, 1996), although even there, participants may become invested in a favored



SURPRISES AND ERROR 35

hypothesis that they are evaluating. Here, participants considered studies run by
others on a neutral topic, hence had expectations without desires. Masnick and
Zimmerman (2009) found a similar result using short vignettes about the efficacy
of pedagogical techniques. In that study, participants who had natural expectations
about the efficacy of the techniques, but no investment in their success, attributed
unexpected results to methodological flaw.

The experiments can provide guidance to practicing researchers. Researchers
wring their hands worrying about “overfitting” unexpected data that weren’t consid-
ered in foresight (Kerr, 1998). There is a real risk of becoming committed to a weak
and unwarranted theory that just happens to fit the data well. In Experiments Two
A, B, C and Three, explanations of data were seen as equally probable in foresight
and hindsight. This suggests that one needn’t worry so much about whether these
explanations will seem disproportionately likely.

However, completely failing to consider an explanation entirely is another mat-
ter. Experiment Four found that explanations that predicted specific results (e.g.,
area A or area B), as opposed to uniform explanations, are judged more probable
when considered before observing the results, especially when they are consistent
with the results. Thus, researchers may be overly skeptical of theories that were gen-
erated after the data are observed, or conversely, not skeptical enough of explanations
set forth ahead of time. More “natural” explanations, that come to mind easily when
designing an experiment, are also seen as relatively more likely after observing the
results compared to explanations that may have required more thought (and even
empirical observation) to generate. Deeper probing in foresight may help, by making
sure all explanations that are serious possibilities are considered before observing the
results. Unfortunately, there is no limit to this time consuming and often frustrating
process, so the termination of this process ultimately depends on a judgment that
the so-far-considered explanations are “good enough.”

For both Experiments Two C, Three, and Four, diffuse data were seen as less
publication-worthy, and the chance of seeing data as diffuse was more likely after
an unexpected result. As a result, researchers should reflect on the temptation to
lock data, perceived to be diffuse, away into their file-drawer (Rosenthal, 1979).
Researchers should be careful to examine data that may initially seem diffuse and
uninformative, as it may be possible to discover systematic sources of error in the
noise. As long as there are clues to the noise in the data, they can be very helpful for
planning new experiments. They should lay the foundation to make future experi-
ments sensible, as Experiments Two A and B did in our case, where an initial failure
to find that surprises were attributed to error in Experiment Two A laid the founda-
tion for discovering the categories of error that needed to be included in Experiment
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Two B.

One limit to the present research is its reliance on structured attribution op-
tions. The open-ended responses in Experiment Two B revealed some of the diversity
in how people intuitively formulate error model explanations. The structured options
based on these responses revealed patterns missed by the ones that we produced in-
tuitively in Experiment Two A. Nonetheless, there is more to be learned by eliciting
participants normal ways of thinking. A second limit is reliance on a single exper-
imental stimulus, the Y-test study. Any confusion about the interpretation of the
stimuli might have limited their ability to generate alternative explanations (and our
ability to understand what they produced).

The results point to several directions for future research. In our experiments
we do not look at the number and type of mentioned and omitted explanations.
We often consider only one explanation before observing our results. When an ex-
planation is the only one considered beforehand, alternative explanations generated
after observing the data may gain little credibility, compared to if we had considered
multiple explanations beforehand. Experiment Four did not test this, because in all
conditions participants considered at least three explanations beforehand.

In a dynamic context, one could look at how participants create error models
and data veto judgments in a flexibly defined “warm-up” period, similar to that
attributed to Millikan. For example, examining how people make decisions about
whether to continue pursuing research goals in the face of apparent anomalies. This
pits Millikan’s warm-up period, where one throws away anomalous data to maintain
the research goal, against Polanyi’s (and Mayo (1996)) “wild goose chase,” where one
pursues anomalies as they arise before continuing the research project. These are
two very different and important research strategies. Their relative merits may be
more easily decidable on cognitive rather than normative (philosophical) grounds.

Other interesting future directions involve possible field experiments of the gen-
eration of causal explanations and data veto policies for unexpected results before
or after scientific experiments are conducted. Disciplines amenable to this would
include physics, such as work done at the Large Hadron Collider or LIGO, pharma-
ceutical drug discovery, and psychological research. These contexts are likely to elicit
much richer causal reasoning. The meaning of publishing the data in this context
is well-understood by those involved, so a manipulation such as specifying ex ante
versus an ex post data veto policy, simulating what was done by LIGO, would also
be very informative.
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Conclusions

Kuhn (1996) asked,“How do scientists proceed when aware only that something
has gone fundamentally wrong at a level with which their training has not equipped
them to deal?” (p. 86) He answered, in effect, that they naturally attribute unex-
pected results to flawed experimental method and expected ones to the theory that
guides them. It takes an accumulation of unexpected results, along with a deep in-
sight, to prompt a scientific revolution. Here, we found similar treatment of expected
and unexpected results with lay participants evaluating a single study. The practical
implications of these results are seen in the data sharing policies that participants
revealed. Although participants were generally cautious about publishing any re-
sults, they had more confidence (less diffuse predictions) in ones that confirmed their
expectations. Thus, by implication, unless scientists follow pre-specified data veto
rules, they risk disproportionately discarding unexpected results that are perceived
to be diffuse.

The task used here was taken from a study of hindsight bias, wherein people
struggle to retrieve the uncertainty of foresight, increasing their confidence that an
observed result with be replicated. Producing reasons why another result was possible
reduces that bias, by enriching hindsight. Conversely, considering a fuller set of
possible causal principles prior to observing any results can reduce the tendency to
invoke error models to explain unexpected results, by enriching foresight.
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